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Why a new bhenchmark?

Phone scams are temporal: early turns look harmless, evidence arrives nes : "
P ALY TUES 16 @ Sir, main SBI se bol "Why will it be OT.P.bat.ao T "A bank never asks
gradually, and the useful decision point is before the call ends. raha hoon. Aapka blocked? I made 1o Verification ke bina for an OTP. Lwill call
card block ho ' ) account freeze ho N )

Real-data barrier. Victim recordings carry PII, consent risks, and jayega." unusual payment jayega." the official number.
active-scam details; large public corpora are difficult to release safely. _ ,

Normal Ambiguous Fraud Fraud Persists
Benchmark gap. Existing datasets are often English-only, post-call, Ordinary Context Actionable Fraud Evidence
or lack realistic Indian entities and Hinglish dialogue. 05 129 21 130 60 00 16

: : ro.3 —— First Reliable Alert
ICED-31k turns each synthetic call into both a full-call example and a ;,;85’2 15 HEHabie A
sequence of supervised, cumulative decisions. Z0:24
£0:33
Z0:60 @0
. . Zo:T » Ui = f(xo

Coverage 1is designed, not sampled , , | , , |

Streaming task. At time t, predict y_t from the cumulative transcript x0:t. 99 829 32 9

. . [ ] O ([ ] S
Labels arrive every 3 seconds; evaluation measures both accuracy and _ _
10 Seen Families . . . . . when a reliable fraud warning first appears. fraudulent calls flagged  mean first-detection latency
30 scenarios each ¢ 300 scenarios total . . . . .

From controlled synthesis to two benchmark views

5 Held Out Families
For Cross domain testing . . . . .
) CONTROLLED PROMPT STRUCTURED C‘/) ICFD-31K
Four deliberate difficulty modes: Clear Fraud, Subtle Fraud, ~—J INPUTS FACTORIAL GENERATION Benchmark
Flear Normal, and Arpblgupus Normal. Su§p1c1ous words can occur e 10 fraud umbrellas ‘ ke Sx AxCxE J 31,000 full calls _
in normal calls; decisive evidence may arrive late. e 300 scenarios > » Llama3.370B s 1,111,071 cumulative
e 10 agent x 10 customer English / Hinglish t1m§§tzt;1mpe%] SON chunks
personas instruction policy verdict + evidence ( -
. . . e Indian banks, names, constraints balanced rationale + policy tags i M; f‘teztll-iifmugs?t?rlelamin
One call, a rich supervision graph regions outcomes :
Entities+PI. | 3-second chunk
I('_ requested verdicts
Timestamped | |
English / Hinglish —\/ | - I wy
transcript | N —&— Granite 4.0 1B 81.4
| | Policies + evidence Final  “slow-thinking” N —&— Qwen3 1.7B 73.5
Spans - rationale Py —®= Gemma 3 1B 70.3
B —8— Llama 3.2 1B 67.5
. . . L 4] —®= Gemma 1.1 2B 49.8
The datqset supports detection, early—warmng_ latency, pol.lcy-grou.nded " e <Ol M2 1.7B 0.0
explanations, and future work on faithful rationales, not just a binary o
verdict. o X Axis: Observed Call Duration
| | | | Y Axis: F1(%)
1755 3'.:)5 6(le 9(le F-.l|||
Scale, class balance, and auditability

Full Context Classification - F1 (%)

31,000

Source conversations

1.11M

3-second chunks

70:30

Fraud : Normal

Zero-Shot Small LMs

Granite 4015 [N 517
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MobileBERT I o5 e w7
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Trained & Classical

RoBERTa | ./
Word SVM [ 98.6
Word + Char LR [ 05.6
ModernBERT [ o5/

Mean call length

Auditable by design: Every chunk retains its source call, timestamp,
cumulative transcript, verdict, rationale, and policy evidence.

Early-Detection Trade-off at 60 Seconds

) Qwen3 1.7B ® ¢ . .
esirante Llama 3.2 1B Cross-Domain Evaluation on Unseen Fraud Types - F1 (%)
Q °
2 : Gemma 3 1B Trained & Classical Zero-Shot Small LMs
i .| Granite 4.0 1B
- RoBERTa N 050 qwens 178 [ 980
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]
5 MobileBERT [ o' 2
= Llama 3218 [ 939
> 7| Gemma 1.128 word svv [ ¢ o
S SmolLM2 178 Word + Char LR I o0 Cravite4018 [ 779
Benign calls falsely alerted by 60s (%) DistilBERT 87.7 ~Gemma 1.128B _ 50.3
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Is synthetic dialogue credible?

Automated quality  Five-expert audit Contact and Resources Acknowledgements

Perplexity 20.44/22.37 Fluency 4.19/5 . : The authors gcknowledge the SUppOI‘t
— , of the Ministry of Education,

Distinct-3 0.611 Realism 3.96/5 Government of  India and  the

3-gram overlap 1.96% | | Confidence 42975 Department of Information Technology,

Semantic separation 0.017 Consensus 80% Dr. B. R. Ambedkar National Institute of

Technology Jalandhar, Punjab, India,
for academic and institutional
facilities.

Fraud and normal calls overlap heavily in embedding space, consistent
with intentionally hard negatives. Mean pairwise Cohen’s k = 0.534;
disagreement concentrates on Subtle Fraud and Ambiguous Normal.
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